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Dave Hardisty returns to the podcast to talk about A/B tests, which are a popular and useful tool to help us 
determine which version of something works best. However, A/B tests run on online platforms like Google and 
Facebook aren't actually true experiments because of the way platforms try to optimize engagement for each 
version. Dave shares why this matters, options for online true experiments, and best practices for online 
platform A/B tests. 
 
Transcript: 

KISTIN APPELT, HOST: Welcome to this edition of Calling DIBS. I'm your host, Kirstin Appelt, Research Director 
with UBC Decision Insights for Business and Society, or DIBS for short. Today we're going for a three-peat by 
calling DIBS on David Hardisty yet again.  
 
Dave is Associate Professor and SMEV Chair in the Marketing and Behavioral Science Division at UBC Sauter 
School of Business. He's also one of the founding members of UBC DIBS and the Advanced Professional 
Certificate.  
 
Dave is additionally a founding member of UBC's Interdisciplinary Biodiversity Solutions Research Cluster, 
where he's currently acting faculty director. Longtime listeners know Dave has an amazing portfolio of 
thoughtful, rigorous research on perceptions of time, sustainability, charitable giving, and more. And today 
we're excited to have him back to dig into a recent project. So welcome back to the podcast, Dave.  
 
DAVE HARDISTY, GUEST: Hello. Thanks for having me on again, or sorry. In advance to everybody you're 
hearing me again. 
  
APPELT: It's going to be great. So you were actually last on the podcast in fall 2023. So it's been a while. Can 
you refresh our listeners on who you are? Maybe a couple of BI relevant updates. 
  
HARDISTY: Sure. Yeah. So I'm, as you mentioned, I'm a professor at UBC Sauter School of Business studying 
marketing. And lately I'm doing more. Biodiversity stuff, I'm working on human-bear conflict, for example, 
with BC Parks. I'm working on some end-of-life decision-making, actually, which is interesting, around green 
burial and other green end-of-life choices.  
 
I'm also continuing my work on consumer finance, looking at gig workers and how people budget when you're 
working for DoorDash or Uber, and how can people effectively predict their future income and how can we 
help gig workers better predict their income. So that's some of the stuff I'm up to lately.  

https://blogs.ubc.ca/biwiki/podcast/
https://ubc.ca.panopto.com/Panopto/Pages/Viewer.aspx?id=ae4bfa1e-07a7-4dd4-a596-b3ed01633704


   

 

   

 

  
APPELT: What a diverse set of projects. I think that's got to be some kind of record from human barriers to 
green burials to price promotions to light bulbs and more. So one of those recent projects that I was hoping to 
dig into is something you did with your colleagues, Yann Cornil, Johannes Boegershausen, and Shangwen Yi.  
 
And it's a project on how people and researchers use and misuse online A/B tests and behavioral science 
research. I always like to start with definitions because sometimes the same term is used differently in 
different contexts. And I think that's particularly true of A/B tests which have a specific definition but also are 
used kind of in lay speak a little more generally. So can you explain what an A/B test is?  
  
HARDISTY: Yeah, so as you mentioned, different people will use the term differently, but broadly it means 
we're wanna do a study comparing two things, a version A and a version B.  
 
So I'll give a couple examples. Let's say I'll give you start with a marketing example, because I'm a marketing 
professor. So let's say you come up with a new dish detergent that you have a really efficient process for it. It's 
better than previous dish detergent. And so it's actually cheaper to make. You could sell it for cheaper. Maybe 
it works better on dishes and maybe it's also better for the environment, right? Cause it's not using as many 
resources to make it and it cleans dishes more efficiently.  
 
And so you're wondering, oh, how should we, you know, position this to consumers? Should we advertise, oh, 
it's really great for the environment or should we say, oh, it's really inexpensive or works really well, what 
should we emphasize? And so you might put out a couple of different ads, a version A ad that focuses on the 
environmental benefits and a version B ad that focuses on how it's really efficient cleaner. So that's one 
example of an A/B test.  
 
And then you'd want to, from that you'd learn, okay, this is what we should emphasize in our branding. I'll give 
you another example, maybe from government service delivery is thinking about waiting in line is something 
you have to do sometimes you go to like Services Canada. And you wonder, what's the best way to set up the 
lines? Is it better to have one big line that everybody waits in or a bunch of different lines going up to different 
counters? Or if you're at a grocery store, same thing. Or do you take a number?  
 
And which of those actually maybe leads to the best operations? So it doesn't just have to be about 
perceptions. It could be like you could A/B, test different operational setups to see which one works better. So 
those are a couple examples of. A/B tests.  
  
APPELT: Great. And then just to clarify, we usually call them A/B tests insinuating that there's just two 
conditions, but there could be multiple. It could actually be an A/B/C, A/B/C/D, A/B/C, all the way up to Z if 
you had sample size, right?  
  
HARDISTY: Yeah, yeah, for sure. And another thing I want to add is that typically the people who are 
experiencing the test, the consumers or citizens, usually just see one of the versions, A or B or C, as you 
mentioned, whereas the researcher is considering comparing all of them. So occasionally you'll have 
somebody see all of them and pick one, but normally they just see one version and react to it.  
  



   

 

   

 

APPELT: Great. So I think your examples alluded to this, that they're really useful for comparing, but just how 
popular are they and why are they so popular? 
  
HARDISTY: Yeah, so I've definitely been getting more and more popular. My colleagues and I were looking in 
the academic literature and A/B tests and online A/B tests, online platform studies, which we're going to talk 
about later, have just exploded in popularity. In one measure we had, they've gone up a hundred fold in 
roughly in the last 10 years.  
 
So they're just getting more and more popular. And partly that's because they're getting easier to do as we get 
better technology. And partly it's because they're effective, right? So we learn what really leads to an 
improvement or what makes things worse. And this is part of what's made some of these big tech companies 
so successful.  
 
Something that Jeff Bezos talks about is they're constantly testing and experimenting and making 
improvements. It's something that they do at Meta, right? The Facebook Instagram company. So it's 
embedded this culture of testing is embedded into what they do and it produces results. And so yeah, it's just 
gotten more and more popular.  
  
APPELT: Yeah. And so probably most times we're online, we're actually participating in an A/B test that we 
may or may not be aware of because all of our data is helping other organizations improve their delivery or 
marketing or whatever their goal might be.  
  
HARDISTY: Yeah. I talked to a friend who was working at Facebook at the time, and this was even like 10 years 
ago, I think now actually, we were in a car ride together and chatting and they mentioned that a rough 
estimate would be if you're on Facebook or Instagram or any other social media site, you're probably in at 
least 10 experiments simultaneously at all times. And it's probably much more these days as it's gotten so 
much more popular. So yeah, it's all around us all the time, whether we realize it or not.  
  
APPELT: Yeah. And so you already alluded to this term online platform studies and part of what we're going to 
dig into is are these the same or are these different? So can you explain what online platform studies are?  
  
HARDISTY: Yeah, so online platform studies, that's a term just to be clear that we came up with ourselves in 
the paper. That's not a generally used term, but we were trying to just give a name to something that is out 
that exists that people are using all the time. 
 
 And this was the best, most accurate term we could come up with. And it's for these, when you go on to 
social media sites or not just social media search sites, anytime you're kind of doing online advertising, online 
messaging, and you run an A/B test through the platform, that's the online platform studies. The platform 
could be Google, it could be Reddit, it could be Facebook, and you're doing a study through them.  
 
We call that an online platform study. And the key thing here is that the platform is in charge of the study, not 
you. And so they may or may not be running it as a, as a true experiment or as a, as in some other type of A/B 
testing study it may, you may not even, you're not only not in control, but you don't know what they're doing. 
Right. So this is happening all the time.  
 



   

 

   

 

This is why, you know, one of the reasons why advertisers love these online platforms is because it's so easy to 
run these AB testing studies, but often we don't even quite understand what they're doing.  
  
APPELT: So Facebook or Meta might be doing an A/B test and they have control, but with the online platform 
study, you're running it using the platform. So in matter of fact, they are deciding how it's actually run. So I 
think this is going to get at this next question, but if we put online platform studies and A/B tests together, 
why is it a mischaracterization to call A/B tests experiments? 
  
HARDISTY: So most of the time when you're a user using Facebook, online platform study or a Google Ads 
online platform study, it's typically not a true experiment. Instead of randomly selecting people to be in the 
study and then randomly assigning to one of your two conditions, A or B, or again, could be more than two, A, 
B, D, E, that would be an experiment. 
  
APPELT: And maybe can I pause you and just say, we gave an example of an A/B test that a company might be 
running, but if we're talking about researchers, maybe to make this more concrete. You're a researcher, you're 
running something on a Google or a Facebook. What would you be running?  
  
HARDISTY: Yeah, exactly. So you could be doing a study for some of our former capstone teams, for example, 
or working with partners. Maybe you want to see, oh, what's the best way to get people to recycle or to 
properly dispose of hazardous waste or electronics?  
 
And so you might run different ads online. It's very common, right, to run ads online and you want to see, 
what do people respond to best or what is going to best inform people? And so you want to test a couple of 
different messaging strategies online.  
  
APPELT: So you might have two versions of a Facebook post or two Instagram posts or two Reddit posts, that 
kind of thing.  
  
HARDISTY: Yeah, exactly. Or, uh, or you might even be comparing different audiences. Maybe you want to see, 
oh, is it better among young people or old people or men or women or in rural areas or urban areas. That's 
another type of A/B test is at comparing different groups of people. So yeah, you could be comparing different 
ads, different groups of people. And the way that it works now is that these tests, these ads are always 
optimized, right? So, which is generally a good thing, right? Cause you want them to work better. It's nice.  
 
So the companies actually, they're showing the ads just to those people who they think will respond best to 
the ads. Okay. And that sounds like a nice thing. But the issue is that they're doing that optimization 
differently for each version in the test for the A and the B. So to come back to my earlier examples, let's say 
you have this new dishwasher detergent and you have your environmental ad that you're testing and you're 
testing it against a efficient soap ad. Maybe the environmental ad, they just show it to environmentalists 
because Facebook knows. Who is interested in the environment based on everything you're doing online. 
They know so much about us.  
 
And so they may show that ad to environmentalists and you might find it works very well. Another ad that 
says this dishwashing detergent is very efficient. They just show it to everybody and it does okay. And if all you 
want to know is what works well on Facebook, great, there's no problem. But usually we want to learn 



   

 

   

 

something from our tests for the future. And so if I want to know, how should we design our packaging? 
Should we make go all in on environmentalism? We might be making a big mistake, right?  
 
Because maybe, oh yeah, the environmentalists love the environmental positioning, but it could be a turnoff 
for others. If you think of environmental dish soap, some people might think, oh, maybe it's not as effective, 
right? People might even have a negative association. So if your goal is to sell more soap, you could be making 
a big mistake. The other example of waiting in line, right? If you have different stores or different service 
locations for government and you're testing different lines, right?  
 
With some waiting in a long line or some in many shorter lines or taking a number. If you're not assigning that 
randomly, if you're letting, let's say the branch managers raise their hand, right? And some of them say, oh, I'd 
love to test. This is exciting. I want to try the different line system, right? Then maybe the results you're 
getting are actually because those stores are different because they have managers that are really keen and 
excited and are gonna run a good test.  
 
So that's why random assignment is really key. And in these online platform studies, because you're both 
randomly assigning and then optimizing afterwards, you never know what's really causing what, right? So 
essentially, you're no longer just comparing ad A versus ad B, you're comparing ad A with group A versus add 
B with group B. That's potentially a problem.  
  
APPELT: Right. So if I can just clarify a few things. So it sounds like part of the issue is that there may or may 
not actually be random assignment because it might be they're targeting potentially different groups. And also 
we don't know who is in which group. So we don't know if the different groups have different characteristics 
or not.  
  
HARDISTY: Yeah, and it's a very tricky thing because they are randomizing at some point. Like what they'll do is 
they'll take the whole population. Let's say if you're testing ads in Canada, they'll split all of their users in 
Canada into two groups A and B. And so they'll say in some sense, truthfully, oh, we're randomly assigning 
people to two groups. But then they're sampling from each group after randomly splitting them into two 
groups.  
 
And yeah, it may be different groups of people they end up with due to optimization. It probably will be. Both 
the problem is that they're different and yeah, we don't know how they're different always. Sometimes we 
can see it because sometimes Facebook will tell you a few things like gender or age and you sometimes you'll 
see those differences actually where, oh, I'll give you another example.  
 
We ran a study, this was replicating a previous paper and there was a robot doctor or a human doctor, two 
different ads and people were wondering, oh, who would people feel more comfortable contacting, a robot 
doctor or human doctor? And it turns out, men responded better to the robot doctor. And so they actually 
showed the robot doctor mostly to just men. And the human doctor, showed it to balanced genders equally. 
And so then when you're looking at the results, you're not sure how much is due to robot is good overall 
versus how much is just this men-specific result. So it's hard to interpret the results.  
  
HARDISTY: Great. So it's. As indeed as you claimed in the paper, a mischaracterization to say A/B tests are 
experiments, A/B tests on these platforms are experiments. So.  



   

 

   

 

  
HARDISTY: Yeah, the way I would summarize it is all experiments are A/B tests, but not all A/B tests are 
experiments, right? Like A/B tests is kind of the big category. Just comparing two things. Experiments are a 
very special type of A/B test because of randomly sampling and randomly assigning two conditions. We can be 
sure what's causing what. And that's one of the cornerstones of science and knowledge, right, is this careful 
random sampling and random assignment.  
  
APPELT: Great. Yeah. Love a Venn diagram for helping us visualize. So we know there's mischaracterization. 
What are the impacts when we misposition it? So why does it matter if people say an A/B test is an 
experiment when it is in fact not?  
  
HARDISTY: It's a problem because experiments have this magical quality of being sure what causes what. And 
so it makes your A/B test kind of sound better than it really is as far as better for learning and generalizing 
knowledge. And so it can lead you to make mistakes and it can also lead to miscommunications with others, 
right? They may think that you've learned something for another situation when you really haven't. So as I 
mentioned with the, with the laundry soap example, You might run a test and see the environmental 
positioning works very well, but then actually that's only among a small group of people that really care about 
the environment. And it might, you might fool yourself or you might fool others with, with the results of your 
study.  
  
APPELT: Yeah. So your results could be misleading in a way that you're not necessarily aware of.  
  
HARDISTY: Yeah. And so it's very important to be clear. Is this an A/B test or, or an experiment or is it not an 
experiment?  
  
APPELT: And so your paper is focused on how researchers are using these tools. Are there differences when 
it's using online platform studies for theory development research, kind of pure academic research versus 
applied research that's testing proven theories or the same issues present in both cases?  
  
HARDISTY: I mean, the same issues are always there, but it may matter or not, depending on your goals, right? 
Because if your goal is just to learn what works well on Facebook, then you just want to test two ads on 
Facebook and learn the results and run that ad in the future on Facebook, then in practice, this is not an issue 
at all, right? It only becomes a problem in practice if you're trying to learn from the results and apply them in 
another area.  
 
Like you want to take the results of your Facebook ad and apply them to Google or take the results of your 
Facebook ad and apply them to changing your product and developing a new product. So I would say for kind 
of academic researchers, it's always a huge concern. For practical research, it may or may not be a concern, 
depending on what your goals are.  
  
APPELT: Yeah, I think that's a good way putting it. If you're looking to learn what's going to work best on 
Facebook, testing on Facebook using the online platform study makes sense. If you want to test on Facebook 
to see what you should do on other platforms or in the real world. So like you said, with your dishwasher 
example, you want to take what you learned on Facebook and then use it in stores, then that might not work.  
  
HARDISTY: Exactly.  



   

 

   

 

  
APPELT: So given the issues, what are the best alternatives for researchers? Are there other options for online 
research?  
  
HARDISTY: So, I mean, the best thing if you can manage it, is to run a true experiment where, for example, if 
you're in control of the study, then you could, like, let's say you have a website of your own, a company 
website, and you could randomize the website to show two different versions. Then you could have a true 
experiment with real behavior. That's the gold standard.  
 
Or often this is done with, let's say, email campaigns. Maybe you can randomly send different emails. You're in 
control of the randomization. You've got a true online experiment with real behavior. That's the best, right? 
That's not always possible if you aren't a field organization yourself, or maybe you don't have the IT capacity 
to make those changes and run those experiments. So another option is to collect some data in and maybe a 
hypothetical survey.  
 
So instead of spending your money on an ad, you could spend your money on paid survey participants. There's 
services like Prolific or Connect, or in the past people would use Amazon MTurk, but I don't recommend that 
anymore. And you can do a hypothetical survey and then randomly test different things and be sure about 
what's causing what. But then of course, you're not getting real behavior. You're getting self-reports.  
 
But sometimes what can be useful is to kind of triangulate and combine, hey, we ran an A/B test with real 
behaviors on Facebook ads. And we also have this hypothetical survey where we have a true experiment, but 
not real behavior.  
 
And if those are, you know, you're testing the same things, and you're seeing the same pattern of results, you 
can have a lot more confidence then about what's causing what and that it's real behavior. So that can be 
another strategy for researchers is, you know, every research method has its pros and cons. And so it's 
important to be aware and you can combine a couple of different methods.  
  
APPELT: So if you're using other platforms, you might be able to. Get under the hood as it were and see what's 
actually happening and have more control. But if you're using the online platform studies of the current time, 
there's no opportunity to get under the hood and have that level of control. Is that right?  
  
HARDISTY: Yeah. Yeah. There's, yeah, there's no, you don't know exactly what's happening. And furthermore, 
even the companies themselves often will not know what's happening in those studies because it's often done 
by AI and machine learning. And so if you ask them, how was this targeting done? They don't know either, 
right? It's all just an AI black box, right? And not only is it an AI black box, but it's constantly changing, right? 
Because the algorithms are updating over time and very rapidly these days.  
 
And people are changing, right? Culture is changing. And so even if you run the exact same A/B test on 
Facebook and you run it a couple of years later, you may get a different result. It may be different mix of 
people, right? The targeting may be different and you can't see why or how, and even the company 
themselves doesn't know why or how. 
  



   

 

   

 

APPELT: So interesting. So another thing I wanted to get into is we've talked a bit about for researchers that 
triangulation can be the best strategy and that you can use hypothetical research scenarios. So in applied 
behavioral science, we're often working with organizations who are really focused on real world behavior, but 
sometimes that's really hard to track for whatever reason. And so sometimes in those situations, online 
platform studies really are the best available option, at least for some of the initial work. So when we need to 
use online platform studies, what are the best practices? What should we do and not do?  
  
HARDISTY: Number one is of course, just be clear to yourself and others about exactly what's happening so 
that you're aware of this issue. By the way, this issue of sending different ads A and B to different samples, we 
sometimes call it divergent delivery, the delivery of the tests is diverted to different samples. So just be aware 
of that and communicate it clearly so you know, okay, we're not totally sure if it's the ad or the population or 
both. I mean, the sample or both. And so it might be better.  
 
Rather than thinking of it as an experiment, think of it more as a observational study. Like we're all familiar 
with the idea correlation is not causation, right? And so every time we look at observational data or 
correlational data, have, we can learn from it. It can be very useful, but we always have that little, you know, 
kind of skepticism or we're always on guard for things that might be going wrong.  
 
And so I would encourage if you're using one of these studies, just to adopt that same mindset of, OK, this is 
kind of observational. I need to remember that other things might be driving this result. Another thing would 
be just to double check if you do get some data from Facebook or whatever platform you're using.  
 
Again, I'm just using, I'm an old person, so I'm using Facebook as my online media example. I probably should 
be saying TikTok, or I don't know what the young people are using these days. Same issues with all these other 
platforms. And so what you can also do is, sometimes they will tell you some information about who's seeing 
the ad. And so you could see, is it men or women? Is it younger people, older people?  
 
And so you can just double check, are there differences between the ads? Another key thing to look at, by the 
way, is how many times your ads are shown to people. That's another thing we call that impressions, right? 
And sometimes ad A, they'll only show it to each person twice and ad B, they'll show it to each person six 
times, right? And so then you're comparing. Two different ads with also a different number of impressions.  
 
And so check all those metrics between your versions A and B and look for any differences. If you see 
differences, okay, you know there may be some issue there and you got to keep that in mind. If you see no 
differences, although that's good news from a causal inference perspective, there still may be things that you 
can't see in the data, right? Like who's an environmentalist? They're not reporting that to you. So it doesn't 
mean everything's fine, but it's a little more reassuring. 
  
APPELT: Yeah, so if you see differences, then you know there are differences. If you don't see differences, 
there still may be differences. In both cases, there could be invisible differences. Like you said, someone's an 
environmentalist or someone has previously shown interest in dishwasher efficiency or someone has recently 
purchased cups and so they think they might be interested in dishwasher efficiency. So in both cases, there 
could be a lot of invisible differences.  
 



   

 

   

 

HARDISTY: Yeah. And one more thing I wanted to mention both for practical studies and for kind of academic 
researchers is you can actually look at this targeting, this divergent delivery as an interesting thing itself, right? 
Cause maybe you could be worried, oh, if we run this type of ad, we're especially reaching this type of person 
and we're missing another group.  
 
Like, we're missing young people. We're missing old people. We're missing men or, you know, we're missing 
certain ethnic background. Right. And so you could run the studies and specifically, you you're interested in 
the different targeting as a result in itself that might be just interesting to study.  
 
So that's another good way to use this is when the result you're interested is not what works best, but what 
leads to kind of discrimination, essentially.  
  
APPELT: Discrimination obviously has a lot of definitions. Do you want to explain what you mean in this 
context? 

  
HARDISTY: Yeah. Well, so what I mean is that you're treating different groups of people differently. And 
sometimes that can be good. Maybe you want to discriminate your ad and get it to a certain group of people, 
but sometimes it can be pretty bad. Like famously there, you know, let's say you're doing public service 
delivery and you have some program that's, let's say, going to help you buy a house.  
 
That's something that's very hot in Vancouver, right? We all care about cost of living and maybe the 
government has a new mortgage assistance program and they want to make sure that the citizens, they've 
rolled out the law and the support and they want to make sure that citizens know about this mortgage 
assistance program.  
 
And so they put some money into marketing this new mortgage assistance and you run your ads online and 
then maybe you have a couple different things you're trying and then you can see, oh, actually, when we talk 
about it this way or use these images, we're only reaching old people and not young people. Right. And maybe 
that could be a problem, right. Or maybe some historically disadvantaged group is not getting this assistance 
that they should get. Right.  
  
APPELT: Great. Yeah, that's helpful. Yeah, and I think, like you said, it can be helpful for understanding who 
you're reaching, who you're not reaching, at least on the variables that they're willing to share. So if you're 
interested in reaching a specific group, that could be a way.  
  
HARDISTY: Yeah, could be good, actually.  
  
APPELT: Yeah. So what do you see as the future of A/B testing? It doesn't seem like it's going anywhere. It 
seems like it has a lot of use cases. So where's it going? What do you think is coming up for it?  
  
HARDISTY: Yeah, so, AI of course is the big topic of the day and so many things in life, including A/B testing. 
And so a few ways that AI is being used to supercharge it is, number one is if you're testing in real life, which 
we often are with A/B testing, real behavior, maybe you actually optimize the study over time. So instead of 
testing things 50-50, let's say you're comparing A and B and you're giving 50 % A and 50 % B.  
 



   

 

   

 

If you start having test results where you find, oh, B is better. Maybe you actually dynamically start increasing 
it and now you're showing 90 % B 10 % A and you can actually have an algorithm in charge of that over time. 
So you're trading off, you're not learning quite as much but then you're getting the impact of the better option 
right away, right?  
 
So you don't have to have a human looking at the result, taking time and then rolling it out in a stepwise 
fashion. You can actually in real time. Kind of take the results of the test and start shifting towards a better 
option. That's number one.  
 
Number two is actually AI can be used to run new tests and select different combinations of maybe you have 
many different things you want to test, right? Like ads with different texts, different images, different product 
names. There may be a lot of different things you want to test and AI can test all the different combinations. 
And even these days, AI can create new things, right?  
 
Because you can have image generation, text generation. So you can actually, on the independent variable 
side, right? The thing of like, what you want to test, AI can do that. It's basically just supercharged A/B testing. 
And there's some pre-made tools that will do these things, various services you can pay for online. Of course, 
it always is a bit tricky in that you don't necessarily know what's going on under the hood. So, know, buyer 
beware.  
  
APPELT: Yeah. Yeah, that's going to be an interesting piece with AI. And we talked already about the black box 
of A/B testing and then the black box of AI. That's going to be a lot of a lot of things happening under the hood 
invisibly.  
 
HARDISTY: Yeah. And the other crazy thing I want to mention is you can do sometimes online surveys or other 
A/B testing with virtual people instead of real people so you can get instant results. So there's this digital twins 
project led by some people out of Columbia. And a bunch of other initiatives from industry where basically 
they've trained AI on different types of people.  
 
So you don't just have one AI agent, you actually have an AI Dave and an AI Kirstin and a bunch of different AI 
people, kind of virtual people created from all different backgrounds that are supposed to respond like that 
individual person. And then you can do a quick, you know, A/B test that just takes seconds and get results 
from people that are supposed to respond the way real people do. Crazy sci-fi stuff. Don't know yet. Verdicts 
out on how well it works. 
  
APPELT: Yeah. We can save that one for a future where we dig into the ethics and the accuracy and the 
implications for that. But speaking of those topics, actually, any reflections on the A/B testing side? Anything 
around ethics or implications?  
 
HARDISTY: I mean, one ethical issue is just that usually these are field studies and so it's generally kind of 
difficult or impossible to get informed consent from people. Although when people sign up for most of these 
services like Facebook or Google, you know there's some terms of service that you agreed to and buried deep 
on page 475. There's the fact that you know you agree to being tested on or whatever but mostly people 
aren't aware.  
 



   

 

   

 

That they're being tested on. And so yeah, you need to think about if that's an issue. You can use the publicity 
principle is always a great one. If they found out that they were being tested on on something, would they be 
how upset would they be? Or maybe they'd be happy if it's for a positive reason. Something that was in the 
news recently was Instacart.  
 
They were actually A B testing different prices on shoppers where they were charging different people 
different amounts for let's say bananas or salad or whatever for the exact same product, exact same store. 
And they would charge different prices to different people to learn kind of, well, you know, they were trying to 
make the most money. And this news came out, people discovered this, hey, why is the person next to me 
getting a different price?  
 
And people were very upset. Consumers hated that they were getting different prices than others. And so 
Instacart backtracked and said, sorry, we're not going to do that again. We are not going to do any more 
testing on prices.  
  
APPELT: Yeah, it's not hard to believe because there's always a discount codes that are available to some 
people and other people. So it's hard to imagine them not actually having different prices available to different 
people. Because there's always going to be a new sign up discount or a loyalty discount.  
  
HARDISTY: Yeah, it is very funny, right? It's a great framing example. Somehow it feels different, right? To me, 
it feels okay if you get a discount coupon that I didn't get. But if the base price is different, that feels wrong to 
a lot of people. Yeah. I'm not sure what that is exactly.  
  
APPELT: There's an experiment we can run. But yeah, it's an interesting point that it feels like bananas should 
be $2 for everyone, not $2 for me and $1 for you. But if you got a 50 % off coupon, that somehow feels okay, 
even though it's the same effect. All right, well, we've got our new research plan. Well, I always like to wrap up 
by asking if you have a message for new BI practitioners in training, because there's always new folks coming 
into the field.  
  
HARDISTY: I would say just learn by doing. I mean, it's obviously, you want to learn what you're doing in 
classes ahead of time, but then really a lot of stuff that you learn in a textbook or a lecture, it's hard to totally 
understand it sometimes. And then once you've done some studies, some A/B tests, some experiments 
yourself, That's when it really starts to come together and make sense. So don't worry if stuff's a little hard to 
follow up first. Just jump in and do it and learn over time.  
  
APPELT: That is great advice. And it speaks to why we have a capstone project. It is a really good point that a 
lot of things only click once you do it yourself and you build up that understanding from a very personal 
perspective. And you build up your intuition and understanding. So that's great. Any last thoughts? Anything I 
should have asked and didn't? I guess the last thing 
  
HARDISTY: I just wanted to add is although I do think A/B testing and especially experimentation are great and 
they're very powerful tools, I actually, they're not always the best tool in that they do take some effort to set 
up, right? It takes some time and energy and resources and what you get out of them is learning, right? And so 
in some situations I have to make a decision, it's just not worth it to do A/B testing, right? And in other cases it 
can be hugely impactful.  



   

 

   

 

 
So when are When is A/B testing really great? When does it sing? It's when the costs are low. So you get a 
system set up that you can run test after test after test. That's great. If it's a one-off, it may not be worth it as 
much, right? Or if it's something that it's really important that you get the right answer, that you really need to 
learn what works better, or you really want to avoid a bad outcome, A/B testing is great. So like, sometimes I 
look at my personal life, like I use A/B testing and experiments constantly for my academic research. When do 
I use it in my personal life?  
 
Like, only rarely, or for other tasks, actually. It's only specific cases where it's like, OK, it's easy to do, and the 
result is really going to help. So A/B testing, I think, is a very useful tool in certain situations. If you're not going 
to use it for a particular thing, that can be the right choice, too. You don't have to feel bad for not running an 
experiment.  
  
APPELT: Yeah, and I think that comes up a lot when there's things where an organization is constrained and 
they can't make a change, don't A/B test if you're not going to use the results, then that's a waste of funds. 
Like if you're constrained and you can only do the lines to go back to your original example around service 
delivery, if you can only offer one giant line and not different lines, then A/B testing when you can't actually 
implement the results is often not the right use of resources.  
  
HARDISTY: And there's other great research methods, right, from analyzing existing data to interviewing, right, 
observations. A/B testing is one tool in the toolkit. It's a great one, but it's not always right for every situation.  
  
APPELT: Yeah, that is a great message. Awesome. Well, thank you so much. I always enjoy the opportunity to 
nerd out on a specific research topic and think about it deeply. So thank you for this and thank you as well for 
all your work with DIBS and the BI certificate and in the research community. You're always very generous 
with your time and wisdom. So thank you very much.  
  
HARDISTY: Thanks for hosting this great podcast.  
  
APPELT: And thanks to our listeners for joining another episode of Calling DIBS.  
 
Calling DIBS is recorded and edited on the traditional, ancestral, and unceded territory of the xwməθkwəy̓əm 
(Musqueam), Skwxwú7mesh (Squamish), and Səlílwətaʔ/Selilwitulh (Tsleil-̓Waututh) Nations. Calling DIBS is 
edited by Rishad Habib, Siobhan Cook, Isabella Jaramillo, Parnian Ashrafi, Kashish Khatri, Olin Becker, and 
Kirstin Appelt. Intro and outro music are excerpts from “resonance” by airtone (2020; 
http://ccmixter.Org/files/airtone/61321), licensed under Creative Commons Attribution Noncommercial (3.0). 
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